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	Semester: June - Oct 2025
Maximum Marks:   50                Examination: ETE Exam          Date: 31-10-25     Duration: 2  hrs

	Programme code: 01
Programme: MBA BADS Major
	Class: SY
	Semester/Trimester: III

	College:  K. J. Somaiya Institute of Management
	Name of the department/Section/Center: 
DST

	Course Code:     17P2274            
	Name of the Course:   Enterprise Data Warehousing and Data Wrangling

	Instructions: 
· Attempt any five questions.
· All questions carry equal marks (10 marks each).
· Diagrams and examples should be used wherever appropriate.





	Question No.
	
	 Max.
Marks
	CO 

	Q 1
	What is a Star Schema? Design a data warehouse schema for a retail supermarket chain that wants to analyse its sales performance. The warehouse should capture data related to Product, Store, Time, and Customer. Define dimensions, hierarchies, categories and fact measures (e.g., sales amount, profit, quantity sold).
Create two multidimensional queries that are dependent on the above schema.

	10 Marks
	CO3

	Q 2


	A Data Warehouse is often called Integrated, Time-variant, Non-volatile, and Subject-oriented. Explain these characteristics in the context of any two of the following organizations:
a) Online travel agency
b) Automobile manufacturing firm
c) Telecom service provider
d) Food delivery startup
	10 Marks
	CO 3

	Q 3 
	Write short notes on any two of the following:
a) Data Lake vs Data Warehouse
b) Role of Metadata in Data Warehousing
c) Data Quality issues in Data Wrangling
d) Dependent Data Mart Vs. Independent Data Marts
	10 Marks
	CO 2

	Q. 4
	A healthcare organisation wants to analyse its patient treatment process using a data warehouse.
· Identify and describe possible dimensions and measures.
· Draw a Snowflake Schema for the same.
· Suggest at least three analytical reports that could be generated from this schema.

	10 Marks
	CO 3

	Q. 5
	Data Warehouse Implementation Dilemma: Case Study
Case: The "Data-Driven Bank" Initiative (DDBI)
Context: The "Trustworthy Savings Bank" (TSB) decided to build an enterprise-wide Data Warehouse (DW) to centralise all customer and transaction data, aiming to improve risk management and offer personalised products. The project, titled DDBI, was approved with an aggressive 12-month deadline and a moderate budget.
The Dilemma:
1. Build vs. Buy Conflict: The IT department (Team A) initially proposed a Build strategy using an on-premise, established relational database platform (to leverage existing licenses and internal skillsets). However, the newly formed Data Analytics department (Team B) argued for a Buy (Cloud-Native) solution like Snowflake or Google BigQuery. Team B highlighted that the existing on-premise platform would not scale for the semi-structured social media and web-log data they planned to integrate later. Due to political pressure and the tight deadline, the CIO made a compromise: Team A (IT) would use the existing on-premise platform for Phase 1 (Core Transaction Data), but must reserve budget for a future Phase 2 cloud migration. This decision immediately created technical debt.
2. Scope Creep and Data Quality: The initial scope for Phase 1 was strictly focused on "Customer Deposits and Loans" from two core banking systems. Six months into the project, the Head of Marketing (a key stakeholder) insisted that the DW also track "Campaign Response Rates" which required integrating data from an external Marketing Automation System (MAS). This MAS data was highly inconsistent (poor data quality) and lacked unique customer identifiers necessary to link it to the core banking data. The team pushed back, but the Marketing head secured an executive mandate, forcing the MAS integration into Phase 1, consuming critical resources and causing a significant delay. The team opted for a quick-fix ETL process to address the poor MAS data quality, thereby further increasing the technical debt for Phase 2.

Q. 1 Dilemma Analysis & Decision Making: Analyze the initial Build vs. Buy compromise made by the TSB CIO. Explain how this decision introduced Architectural Technical Debt into the DDBI project. Should the team have adhered strictly to the initial scope, or was the compromise justified given the political environment? Justify your answer.

Q. 2 Scope Creep & Risk Management: The forced integration of the Marketing Automation System (MAS) data represents a classic case of Scope Creep. How did the poor Data Quality of the MAS data magnify the negative impact of the scope creep on the project's success (deadline, budget, and system reliability)? Suggest one concrete governance mechanism the TSB project manager could have used to mitigate or manage this stakeholder pressure.

	10 Marks
	CO 2

	Q. 6
	Data Wrangling: Describe the major steps involved in the Data Wrangling process. Elaborate on the common challenges faced during data cleaning and the techniques used to address them.
	10 Marks
	CO1
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